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Can Geometric Diminishing Value Theory Provide 

a Satisfactory Account of Population Value? 
Emilia Watson 

The University of St. Andrews 

In this paper, I explore whether Diminishing Value Theory can provide a satisfactory 

account of population value and avoid the Repugnant Conclusion. I begin by outlining 

the argument for the Repugnant Conclusion from Total Utilitarianism, and then 

demonstrate why Average Utilitarianism is an unsatisfactory response. I then 

consider different ways of constructing the sum, concluding that while a geometric 

sum with utilities as coefficients ordered by magnitude is the most promising 

construction, it is still ultimately unsatisfactory as it promotes anti-egalitarianism.  

I will begin by briefly outlining the argument, given by Parfit1, which shows that Total 

Utilitarianism leads to the “Repugnant Conclusion”. Total Utilitarianism is the view 

that the value of a population is determined by the net utility contained within it (that 

is, the sum of each member’s utility). Thus, we can express a population’s value, 𝑣, as: 

𝑣 = 𝑈1 + 𝑈2 + 𝑈3 + ⋯ + 𝑈𝑛 = ∑ 𝑈𝑖

𝑛

𝑖=1

 

(eqn. 1) 

For a population of 𝑛 people, where 𝑈𝑖 is the ith person’s utility. 

Given this view, assume we have a very large population, P1, of very happy people. 

Then consider an alternate population, P2, with twice the number of people, all of 

whom are 2/3 as happy as those in P1. The total utilitarian must view population P2, 

with higher net utility, as more valuable than population P1. This may not seem initially 

problematic, but when we iterate this process, problems arise. Just as P2 is a better 

alternative to P1 because it has a higher net – though lower average – utility, there is 

a likewise preferable population to P2, and so on. Eventually we reach a population 

which is huge, where every member of the population has a life barely worth living2. 

Every step towards this population from A was an improvement, according to the 

total utilitarian, so they must regard this huge and miserable population as better 

                                                           
1 Parfit, D., 1984. Reasons and persons. OUP Oxford. pp. 128-141 
2 There is much discussion surrounding what constitutes a life “worth living”, which I do not wish to delve 
into here. Within this essay, I shall consider that lives worth living are those with an overall positive utility 
(i.e. they contain more good than bad things) and lives not worth living and are those with an overall 
negative utility.  
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than a much smaller (though still big) and very happy population. So, we can claim 

that, if total utilitarianism is true:  

(Repugnant Conclusion) For any population there is an alternate population large 

enough that, even though everyone has a life barely worth living, this population is 

better. 

Parfit regards this conclusion as indeed repugnant. There has been some discussion 

regarding whether this conclusion is truly repugnant. In this paper however, I assume 

the Repugnant Conclusion is to be avoided, in order to explore whether Diminishing 

Value Theory can successfully give an account for the value of a population without 

succumbing to such an unappealing conclusion. 

Before exploring Diminishing Value Theory, I will briefly show why perhaps the most 

obvious alternative to Total Utilitarianism, Average Utilitarianism, fails to be an 

appealing response. It does, however, provide us with an important constraint which 

other responses to the Repugnant Conclusion must meet. Average Utilitarianism is 

the view that the value of a population is determined by the average utility in a 

population. We can see that this approach avoids the Repugnant Conclusion by 

rejecting Parfit’s argument at its first step: P2 is worse than P1 because the average 

utility in P2 is lower. Average Utilitarianism does not depend on the size of a 

population and as such the idea that we can trade a decrease in average utility for an 

increase in population size (thus increasing the net utility) is rejected. However, 

Average Utilitarianism comes at a price. While it can avoid the Repugnant Conclusion, 

is has worrisome implications of its own. In particular, unlike in Total Utilitarianism, 

adding a worth-living life to an existing population is not always a good thing. If this 

additional life will have utility beneath the average, then it will lower the average and 

thus make the population worse – even though the life itself may be very good, and 

no member of the population is made worse off, by assumption. This is referred to 

as the Absurd Conclusion3. I consider this conclusion just as problematic as the 

Repugnant Conclusion. As such, any successful account of population value must both 

avoid the Repugnant Conclusion and satisfy the following condition: 

(Addition Constraint) A population cannot be made worse by the addition of lives 

worth living, all other things being equal. 

Having established what a satisfying account of population value requires, I will now 

explore the core ideas behind Diminishing Value Theory (DVT hereafter). DVT 

proposes that the value of adding additional lives to a population diminishes as the 

                                                           
3 By a similar argument, Average Utilitarianism is vulnerable to the Sadistic Conclusion: it can be better to 
add one awful life than many worth living lives, if the worth living lives are beneath the population average 
(since a great number of slightly sub-average lives can lower the average more than a singular very sub-
average life). I later consider the analogous sadistic conclusion given by Arrhenius in response to Sider, 
and its implications for my own argument. 
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size of the population grows. Specifically, I will examine the idea that the value of a 

population can be modelled as a convergent geometric series (let this be called 

Geometric Diminishing Value, GDV hereafter). So the value, 𝑣, of a population of 𝑛 

people, each with utility 𝑈, can be expressed as: 

𝑣 = 𝑈𝛼1 + 𝑈𝛼2 + 𝑈𝛼3 + ⋯ + 𝑈𝛼𝑛 = 𝑈 ∑ 𝛼𝑖

𝑛

𝑖=1

 

         (eqn. 2) 

(where 𝛼 < 1 and thus 𝑈𝛼𝑖 < 𝑈) 

Where the value of the addition of the kth life can be expressed 𝑣𝑘 = 𝛼𝑘. 

We take 𝛼 to be a positive number smaller than 1, so that the sum converges. That is, 

for any given utility 𝑈 there is some value such that, no matter how large the 

population grows, it can never exceed that value. Let limit, L, denote the smallest 

number such that it satisfies this definition. The limit in relation to 𝑈, and the speed 

at which this limit is reached, is determined by 𝛼. I am not concerned within this 

paper with finding exact values for 𝛼 (or even examining the question of whether such 

values exist, or if there is an element of indeterminacy) but it suffices to say that a 

value of 𝛼 very close to 1 would likely be picked as this creates a slow convergence so 

that additional lives’ value diminishes slowly. Also, I suppose in this paper that 𝛼 is a 

constant, rather than being related to 𝑈. GDV can be formulated so that smaller 

utilities are associated with smaller values of 𝛼, which leads to there being a greater 

difference between populations with low and high utilities. Assuming instead that 𝛼 is 

constant both simplifies the expressions used and ensures that the limit for a 

population twice as happy as another is twice as big (this feature can be visualised in 

fig. 1, discussed below) which I consider to be an appealing feature. 

Another feature which can be somewhat difficult to account for when constructing 

this sum is time. There are two questions to be asked: firstly, when we consider the 

value of a population, is our account of that population defined at a single time, an 

interval, or all of time? Secondly, as our account of population value is a direct 

product of the utility of its members, should we understand the value of those 

individual lives to be across the entire life or an individual’s utility at a given moment? 

Essentially, we must decide (a) which lives should be included in our population to 

be evaluated and (b) how we should understand the value of those lives. 

I will not provide a full account of how we ought to respond to these questions: this 

is a problem of its own, but one that I consider significantly less problematic than the 

anti-egalitarian implications addressed later. Nevertheless, it seems we strongly 

desire, in answer to (a), to claim that our population is defined at a single moment in 
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time. In particular, the appeal of GDV emphasising population growth at times of low 

population size relies on this feature. Suppose such a claim is permissible and can be 

defended as non-arbitrary. It would seem that if we adopt a synchronic account to 

answer (a), then we should adopt a synchronic response to (b) as well: claiming that 

a population member’s utility should be considered at a single point in time. Yet this 

leaves us with a problematic uncertainty as to what we mean when we claim that we 

are adding a “worth living life” to a population, when our evaluative accounts lack this 

scope. It seems problematic conceptually to do anything other than adopt a 

synchronic account of (a) and a diachronic account of (b), yet positively bizarre to 

do so. I will not address these problems further, as whatever position is adopted 

should not affect the arguments given below (though it may render some specific 

examples incoherent). Nevertheless, it remains the case that, should someone 

attempt to defend GDV from my anti-egalitarianism critique, finding a defensible 

account of how time is factored into the sum is a further stumbling block. 

Returning to the construction of our sum, it is worth noting that while the value of 

additional lives does diminish as the population grows in size, tending towards zero 

asymptotically as n grows larger, no term ever reaches zero. Therefore, though I will 

consider whether this theory can satisfy the addition constraint in full later, it is worth 

noting now that the population can never be so big that any additional worthwhile 

lives yield no value. 

 

fig. 1 

I will now show that GDV can avoid the repugnant conclusion. For GDV, unlike for 

Total and Average Utilitarianism, the question of whether an increase in size and 

decrease in utility is an improvement depends on the size of the initial population. 
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Consider, for example, the populations depicted in fig.1. The lines V1-V4 depict the 

value of populations containing people with utility U1-U4 for various sizes of n, where 

Ui are linear i.e. U4 is worth 4 times as much as U1. L1-L4 are the limits of the various 

population values. K denotes the size of population such that V2(K)=L1. Consider 

population A with value A=V2(K-), where K-<K. Then, since A<L1, there exists a 

number, n, large enough that population B=V1(n)>A. Thus, there are scenarios in 

which a population can be better than an alternate population with a higher utility, if 

it is sufficiently large. However, this relies on n being small enough that V2(K-)<L1, i.e. 

K-<K. If we take K+>K, then there is no population of utility U1 big enough that it’s 

value exceeds V2(K+). Thus it is not the case that any population can be improved by 

a decrease in utility; provided that we increase the size enough, only populations 

which are relatively small to begin with.  

I consider this to be a very intuitive result: the Repugnant Conclusion’s repugnance 

is surely partly in its universality that any population, no matter how large and how 

happy, has a better alternate with lives barely worth living. It seems perfectly 

intuitive to claim that if, for example, humanity was facing huge population 

reduction, then for some time increasing population size may be more important 

than securing the happiness of individuals. I think diminishing value is likewise 

intuitive. For example, consider the claim that it is valuable to bring worthwhile lives 

into existence at this point in history (instrumental harms, such as overpopulation 

aside). However, it would be hugely more valuable to do so at a point when human 

population was relatively small (e.g. some point in the future following a global 

catastrophic event). This weighting of lives in small populations is exactly the 

intuition that GDV captures. 

I will now address some complexities in how we ought to construct our DVT in the 

presence of inequality, before examining how we may satisfy the addition 

constraint. When we were discussing Total and Average utilitarianism, the 

assumption of equality within populations served only to simplify the situation and 

did not affect the conclusions reached. For diminishing value, however, introducing 

inequality poses a problem. Utilities here are coefficients of geometric terms and no 

two terms are equal. Thus: 

𝑈1 ∑ 𝛼𝑖

𝑛

𝑖=1

+ 𝑈2 ∑ 𝛼𝑖

2𝑛

𝑖=𝑛+1

≠ 

𝑈2 ∑ 𝛼𝑖

𝑛

𝑖=1

+ 𝑈1 ∑ 𝛼𝑖

2𝑛

𝑖=𝑛+1

 

 (eqn. 3) 
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Since for all integers 𝑛, 𝑚: 𝛼𝑛 = 𝛼𝑚 iff 𝑛 = 𝑚. 

I will first address the possibility of simply averaging the present utilities, and why it 

fails. This is the version of GDV that is presented and critiqued by Ng4, referred to as 

Theory X’. The idea is that in a population of multiple utilities we simply take the 

average, thus turning eqn. 3 into: 

𝑈1 + 𝑈2

2
∑ 𝛼𝑖

𝑛

𝑖=1

+
𝑈1 + 𝑈2

2
∑ 𝛼𝑖

2𝑛

𝑖=𝑛+1

 

This is certainly the algebraically most appealing way of dealing with the inequality 

however, perhaps unsurprisingly, it falls prey to much the same problems as 

Average Utilitarianism. To see why, consider a scenario illustrated by Fig. 2 in which 

there is a number, Q, such that V4(Q)=L3. We have a population, C, of size Q+>Q, 

where every member has utility U4 and Q+ is such that V4(Q+)>L3. Now suppose that 

we add an additional Q+ lives all with utility U2 people to form a new population, C+ 

with average utility U3. Then according to Theory X’ we have: 

𝐶 = 𝑉4(𝑄+) = 𝑈4 ∑ 𝛼𝑖

𝑄+

𝑖=1

> 𝐿3 

𝐶+ = 𝑉3(2𝑄+) = 𝑈3 ∑ 𝛼𝑖

2𝑄+

𝑖=1

< 𝐿3 

Thus, we have 𝐶 > 𝐶+. Therefore, we have made the population worse by the 

addition of worthwhile lives. This criticism is not as devastating as the analogous 

criticism of Average Utilitarianism: we cannot claim that the addition of worthwhile 

lives below the average always makes the population worse. It is, however, sufficient 

to demonstrate that simply averaging the present utilities is unsatisfactory. 

                                                           
4 While Ng considers this to be the closest thing to Parfit’s Theory X, he does not believe Theory X 
actually exists: Ng, Y.-K. (1989) ‘What Should We Do About Future Generations?: Impossibility of Parfit’s 
Theory X’, Economics and Philosophy, 5(2), pp. 235–253 
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fig. 2 

Instead, I think the most promising way of dealing with multiple utilities in a 

population is to order the utility coefficients by magnitude. This can be understood 

as prioritising utilities by their distance from neutrality, where neutrality would be 

understood as a utility of 0: 

𝑣 = U1∑ 𝛼𝑖𝑛1
𝑖=1 + U2∑ 𝛼𝑖𝑛2

𝑖=𝑛1+1 +…+ Uk∑ 𝛼𝑖𝑛𝑘
𝑖=𝑛𝑘−1+1  

For |U1|>=|U2|>=…>=|Uk| and n1<n2<…<nk. 

Here the modulus, |Ui|, is taken so that when a population contains people with both 

positive and negative utilities, the positive utilities do not dominate all negative 

utilities. There is of course a scenario where we have a population in which we have 

people with both positive and negative utility of the same magnitude. The above 

expression does not indicate which of these groups ought to be prioritised, and 

whichever is placed first in the sum will dominate. I suggest that in these cases we 

should average between the utilities of the same magnitude. So that, in a population 

of 𝑛 + 𝑚 people, where 𝑛 people have utility 𝑈 and 𝑚 people have utility −𝑈 we 

would have: 

(
𝑛 − 𝑚

𝑛 + 𝑚
)𝑈 ∑ 𝛼𝑖

𝑛+𝑚

𝑖=1
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Thus, this population has a negative utility if there are more unhappy lives than 

happy (and vice versa) and our population is neutral if 𝑛 = 𝑚. While the previous 

discussion of averaging may make one wary of this approach, because the only 

variable here is the quantities of positive versus negative utilities, and not 

magnitudes, taking the average will only reflect the ratio of positive to negative 

values.  

With our system of evaluation established we may now consider how this account 

of diminishing value can satisfy the addition constraint. Let’s assume we have an 

existing population of size 𝑛 with value 𝑣. We now add 𝑚 lives, each with utility U to 

form v+. Then the difference between the populations is given by: 5 

𝑣+ − 𝑣 > 𝑈 ∑ 𝛼𝑖

𝑛+𝑚

𝑖=𝑛+1

> 0 

Therefore, any addition of worthwhile lives to a population is a positive addition, 

improving the population. Likewise, if 𝑈 were negative and it were an addition of 

lives not worth living then this would always be a negative addition. Therefore, this 

account of GDV satisfies the Addition Constraint and avoids the Repugnant 

Conclusion. As such it can be considered more successful than both Total and 

Average Utilitarianism, in some respect. But this is not to say that GDV is without 

faults of its own. 

In considering the problems of adopting this position I will focus on the problematic 

anti-egalitarian conclusions of this theory. However, I will begin by briefly outlining 

the alternative Sadistic Conclusion Arrhenius6 gives in response to Sider7, in order 

to show its impact on my own version of diminishing theory. The main difference 

between Sider’s approach and my own is that Sider expresses the value of a 

population as two geometric sums; one of the positive utilities ordered in 

decreasing magnitude and one of negative utilities ordered in decreasing 

magnitude8. Arrhenius points out that this approach is vulnerable to a conclusion 

which is similar to the Sadistic Conclusion: imagine that we have a large population 

of unhappy people, utility U-, so all of their utilities are within the negative sum. Now 

imagine the value of adding one worth-living life, and several awful lives with utilities 

U+, U- respectively. Since the negative sum is already large, the value of adding 

several negative lives is severely diminished. On the other hand, the one positive 

                                                           
5 The reason this is an inequality is that 𝑈 ∑ 𝛼𝑖𝑛+𝑚

𝑖=𝑛+1  is the difference if U is the smallest utility in v+, since if 
there are any smaller utilities then the expression is moved further up the sum, so to speak, and thus has 
greater value. 
6 Arrhenius, G.S.H., 2000. Population Axiology. pp.64-80 
7 Sider, T.R., 1991. “Might theory X be a theory of diminishing marginal value?”. Analysis, 51(4), pp.265-271. 
8 It is worth noting however that he ultimately disavows GDV due to its problems with egalitarianism. 
(ibid.) 
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addition will be the only term in the positive sum and thus relatively large. 

Therefore, this addition is on the whole positive: it is worth adding several awful 

lives for one good one. This is certainly an unappealing conclusion; however, it is not 

as strong as the repugnant conclusion, as it does not apply to every population. 

Indeed, the class of cases it applies to is even more narrow given my construction of 

the sum. It is irrelevant whether the population has wholly positive or negative lives; 

all that determines whether the addition of a worth-living life would dominate the 

addition of several not worth-living lives is whether the positive magnitude is 

greater than the negative magnitude. Further, since 𝛼 decreases very slowly, we 

require not only that the positive magnitude is greater than the negative, but that 

there are a huge number of lives with utilities that have magnitude strictly less than 

U+ and at least as big as U-. Therefore, while concerning, this alternate sadistic 

conclusion applies in only a very small set of cases. As such, I view this as a far less 

significant criticism than the anti-egalitarian criticism given below, which poses a 

problem for the use of this version of diminishing value theory in all contexts. 

Average and Total Utilitarianism are neutral on the problem of equality; when the 

net utility and number of people in a population are held constant, the value of the 

population is the same, no matter how the utility is distributed. It seems acceptable 

if our evaluative system is neutral on equality, however it is surely problematic if our 

evaluative system promotes anti-egalitarianism. This is the case with the version of 

GDV I have shown above. To see this, consider a completely equal population such 

that: 

𝑣 = 𝑈 ∑ 𝛼𝑖

2𝑛

𝑖=1

 

Now compare this with an alternative population of the same size, where everyone 

still has a life worth living, but there are two groups with unequal utility: 

𝑣′ = (𝑈 + 𝑈′) ∑ 𝛼𝑖

𝑛

𝑖=1

+ (𝑈 − 𝑈′) ∑ 𝛼𝑖

2𝑛

𝑖=𝑛+1

 

Where U’<U. 

To see that this has improved the population, consider that 𝑣′ − 𝑣 > 0 if inequality is 

an improvement: 

𝑣′ − 𝑣 = (𝑈 + 𝑈′) ∑ 𝛼𝑖

𝑛

𝑖=1

+ (𝑈 − 𝑈′) ∑ 𝛼𝑖

2𝑛

𝑖=𝑛+1

− 𝑈 ∑ 𝛼𝑖

2𝑛

𝑖=1
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= (𝑈 + 𝑈′) ∑ 𝛼𝑖

𝑛

𝑖=1

+ (𝑈 − 𝑈′) ∑ 𝛼𝑖

2𝑛

𝑖=𝑛+1

− 𝑈 ∑ 𝛼𝑖

𝑛

𝑖=1

− 𝑈 ∑ 𝛼𝑖

𝑛2𝑛

𝑖=𝑛+1

 

= 𝑈′ ∑ 𝛼𝑖

𝑛

𝑖=1

− 𝑈′ ∑ 𝛼𝑖

2𝑛

𝑖=𝑛+1

= 𝑈′ ∑ 𝛼𝑖

𝑛

𝑖=1

− 𝛼𝑛𝑈′ ∑ 𝛼𝑖

𝑛

𝑖=1

> 0 

Since 

𝑈′ ∑ 𝛼𝑖

𝑛

𝑖=1

> 𝛼𝑛𝑈′ ∑ 𝛼𝑖

𝑛

𝑖=1

 

because, 𝛼𝑛 < 1. 

Therefore, v’>v. So, simply distributing the utility more unequally has improved the 

population. Further, the above proof can work for any two people within a 

population with the same utility level; the proof simply demonstrates that because 

the larger magnitudes dominate, the utility of well-off individuals matters more. 

Therefore, even in a population where no two people have the same utility, the ideal 

distribution of utility is that which gives as much utility to the best-off person from 

the worst-off without giving the worst-off a life not worth living. Thus, diminishing 

value promotes not just inequality, but also maximising inequality: a population with 

the same number of people and net utility can be improved by inequality9. This is 

not always the case; in particular, this principle in fact promotes equality amongst 

groups with negative utility. Nevertheless, I consider the extent to which GDV 

promotes inequality to be hugely problematic, rendering it an unsatisfactory 

evaluative system. Indeed, GDV is in some sense even less satisfactory than the 

Average and Total alternatives. The Repugnant and Absurd conclusions are 

counterintuitive conclusions produced by focussing on intuitively desirable factors 

(high net and average utility respectively). By contrast, GDV’s unpleasant 

conclusions, that a decrease in both net and average utility can improve a 

population due to increased inequality, focuses on inequality, which is itself an 

intuitively undesirable feature. Nevertheless, each account present here fails so 

dramatically that it is not clear that any of them can be adopted, even if it is 

concluded they fail marginally less. 

                                                           
9 It can further be shown that a population with more inequality and less net utility amongst the same 
number of people than an alternate population can be an improvement. However, this proof is more 
complex and my current conclusion will suffice. 
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To conclude, Parfit’s Repugnant Conclusion shows Total Utilitarianism to be an 

unsatisfactory evaluative system for populations. Average Utilitarianism can only 

avoid the Repugnant Conclusion at the price of succumbing to the Absurd 

Conclusion. If we instead adopt Diminishing Value Theory, we assume that the value 

of a population can be expressed as a convergent geometric series, where the 

population’s utility are coefficients ordered by magnitude. We then avoid both the 

Repugnant and Absurd Conclusion. However, in doing so, we adopt an evaluative 

system which promotes maximal inequality between worth-living lives. Therefore, 

though it is more promising than either Total or Average Utilitarianism, DVT as 

constructed here is ultimately unsuccessful in providing a satisfactory account of 

population value.  
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